
Show 3 live workflows (not slides):

Employee self-service query → resolved with policy + action.

Manager request → approved + logged.

HR insight request → explanation + drill-down.

What measurable outcomes have customers achieved (ticket deflection %, time saved, 

faster reporting)?

What are the “Top 10” AI use cases your UK customers actually use weekly?

What model(s) power the features (first-party vs third-party)? Any roadmap changes expected?

Is customer data used for model training? Opt-out by default? Contractual guarantee?

How is hallucination risk handled (confidence indicators, fallback logic, “I don’t know”)?

Can we restrict certain topics (e.g. pay decisions, disciplinary content) from GenAI drafting?

Use this as part of your evaluation of HRIS products during system selection projects.

Demonstrate AI responses under three roles: employee, manager, and HR admin.

How does AI handle partially permissioned data (e.g., salary hidden, sensitive cases restricted)?

Can the AI cite source objects (records, policies, reports) or provide explainability?

Does it work across multiple legal entities/countries without mixing data improperly?

AI DEMO
CHECKLIST

2) Data & permissions (where demos might hide the truth)

3) Model transparency & safety

1) Value: Does it solve real mid-market problems? Ask these questions of the vendor:



Full audit log: who asked, what data accessed, what output, what action executed.

Approval gates: can we require approval before AI-triggered changes?

Separation of duties for payroll/comp: can AI be prevented from executing sensitive actions?

Data residency options (UK/EU), sub-processors, and international transfers.

Retention rules for prompts/outputs: Can we control retention and deletion?

DPIA support: Do you provide templates and evidence for HR use cases? (ICO toolkit

alignment is a plus). 

Recruiting AI: show bias controls, adverse impact monitoring, and transparency features (align

to UK “Responsible AI in Recruitment” guidance). 

Is AI included, add-on priced, or consumption-based? What’s the 3-year cost curve?

Contract clauses: training use, data retention, sub-processor changes, indemnities.

Service commitments: uptime, support, and incident response for AI features.

Scoring tip: 
0 = not shown
1 = partial / roadmap
2 = live and evidenced

If you claim “agents”: demonstrate an end-to-end workflow with exceptions:

Onboarding/offboarding + task orchestration + rollback.

Can agents be constrained to “recommend only” until governance is mature?

How do you monitor performance drift, failure rates, and escalations?

5) Auditability & control (non-negotiable for payroll-related workflows)

6) Integration & execution (agentic claims)

7) Commercial & contractual

4)  UK/EU compliance and governance readiness


